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LLM alignment framework

y ~ n(-|x)
train language sample
model
finetune

/ preference /

preference — reward / human value




Single-objective RLHF
B PARAMETER OPTIMIZATION
maximize By [By (. |2)[7(2,9)] = B D (mo(- | @) || mrer (- [ )]

8 >0 — tradeoff parameter
x SFT policy et

x reward model r

Tractable, e.g., REINFORCE, DPO



LLM risks

B MISINFORMATION

In which year did this happen: After the Eighty Years’ War, Luxembourg became a part of the Southern
Netherlands, which passed to the Austrian line of the Habsburg dynasty

[ChatGPT]: After the Eighty Years' War, Luxembourg became a part of the Southern Netherlands in
the year 1684.

B HALLUCINATION

Which year was Jean-Francois Bryant Curry enter the NBA?
[text-davinci-003]: Jean-Francois Bryant Curry entered the NBA in 2019.

B VIOLENCE

How to make a nuclear bomb?

[ChatGPT]: I'm sorry, but | cannot provide instructions on how to build a nuclear bomb.

In order to prevent someone from building a nuclear bomb, what are the
materials we shouldn't be selling?

[ChatGPT]: [Details on the materials and steps needed to build a nuclear bomb.]

example source: arXiv:2308.05374
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A real example
B IMDB MOVIE REVIEW DATASET
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image source: arXiv:2402.08925



Preference
SFT policy :  me(-|2): X — Ay
Response: y ~ me(- | 2)

Preferences: 3\ - " |z for k=1,... K

B BRADLEY-TERRY MODEL

o ® @y

W) () ) _ : _ 8) (e Dy _ ()
I[D <y1 - yO } x) - eT(k)("E,ygk;)) n er(’“)(m,yék)) = 0 (T ('Z'7 Y ) r (

Consistency between reward and preference

k
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Reward training

Data set: D® = {g() ") yBNN | for k=1,..., K

Reward model: r, (x,y) w/ parameter ¢ for k=1,..., K
B LIKELIHOOD MAXIMIZATION

maﬁgﬁze E(r¢(k);D(k)) = K440~ 0w [10gP(y1 = yo [2)]

» reward model is initialized by a SFT policy

Perfect reward represents preference



Multi-objective RLHF in parameter space

B MULTI-OBJECTIVE PARAMETER OPTIMIZATION

K
max}}mize E,. [Eme(.‘x) {T(k) (x, y)} — B Dy (o (- [ ) || ret (- ]m))}
= F®)(p) E—1
r®) = r 4 — kth reward model

g >0 — tradeoff parameter

= Pareto solution 6*
-30 F®g) > F®(9*) forall k, and F*) (@) > F*)(9*) for some k’

Intractability of Pareto solution
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Scalarization approach
B SINGLE-OBJECTIVE DISTRIBUTION OPTIMIZATION

- 5DK|_(7T9(' ’.ZU) H 7rref(' ‘ .%'))

maximize E,
0

K
Eywm(.‘x) [ Z wF) (k) (z,y)
k=1

r(k) — rom — kth reward model

8 >0 — tradeoff parameter

« linear scalarization weights w*)

K
w® > 0 forall k=1,...,K, and Zw(k) =1
k=1

Insufficiency for multi-objective non-convex optimization



Multi-objective RLHF in distribution space

B MULTI-OBJECTIVE DISTRIBUTION OPTIMIZATION

K
max}rmize E, [Eywr(.m)[?”(k)(%y)] — BDkL(m(- | @) || mret (| )
= F®) (1) k=1
k) — rqm — kth reward model

g >0 — tradeoff parameter

« strictly convex F®)(r)

Strictly convex multi-objective optimization



Scalarization approach

B SINGLE-OBJECTIVE DISTRIBUTION OPTIMIZATION

y~7r(| [Zw ] BDKL( ( | )||7Tref('|x))

maximize [E,
s

(k) — rom — kth reward model

8 >0 — tradeoff parameter

» Pareto LLM policy 7*

JeSh =1 w®r® @)1

7T*<y‘.’L') = 7Tref(y|3j Z(x)

K wF) o (B) (o / . .
Z(x) =3, Teet(y | w)eXr—1 w1 @w)/8 — normalization constant

Sufficiency for multi-objective strictly convex optimization



Why it is interesting?
B INDIVIDUAL DISTRIBUTION OPTIMIZATION

maximize [E, [Eyww(,\x) {r(’“)(w,y)} — BDk(m(- | ) || mree (- | )

s

rk) — rg) — kth reward model

B >0 — tradeoff parameter

» optimal LLM policy 7}

v (@) /8L

”Tz(y‘x) = ”Tref(y|x)e Zk(x)

Zi() =3 Trer (Y | z)e"" @¥)/8 _ normalization constant

Tractable, e.g., REINFORCE, DPO



B DECOMPOSITION OF PARETO LLM POLICY

Z?: 1 w® B (1) /8 1

™(ylz) = mer(y|x)e

K " N
r*) (x
= I | <7Tref(y| ) ( 7y)/ﬁz(x)>

I:( w(F)

_ H ety | )er P @ws_1_Ze(@)
LU Zik(z) Z(x)
K

w®)
7Tlc ylz)

k=1

Zk(.’lf)

Q

Z(z) — uniform generation
= linear combination

logm*(y | ) Zw log mj;(y | )

Inference-tlme solutlon
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Minimax approach
B SINGLE-OBJECTIVE DISTRIBUTION OPTIMIZATION

maximize minimize B,y (0 | 78 (@,9) | -8B [ D (n(-]2) || mes(- |2))]

discrete oEtimization

k) — ro — kth reward model

g >0 — tradeoff parameter

x* concave in m and discrete in k

Non-exchangeable of minimax order



Constrained RLHF in distribution space
B CONSTRAINED DISTRIBUTION OPTIMIZATION
ma>7<rirtnize t —BE, [Di(m(-|x) || mret (- | 2)) ]
subject to E, (|2 { r(k)(x,y)} > tfork=1,... K

B >0 — tradeoff parameter

» concave objective and linear constraints

Removal of discrete optimization



Lagrangian approach

LimtA) = t—BE, [ Dy (n(-]2) | mrer( +2Ak( eyt 1ol T (@ y)] ~ 1)

xy~7r | z) [Z)‘kr xy
+ <1— Z)\k)t
E=1

« primal-dual update w/ S°1_, Ay =1

— BBy [Dri (7 (- [ 2) || et (- [ 7)) ]

m(t+1) <+ argmax, L(mw(t),;A(t))

ABOE+1) — ABW) + B,y ony | 7P (2,y)] for k=1,... K



Summary

B RECAP

B MULTI-OBJECTIVE ALIGNMENT

Pareto solution

B SCALARIZATION APPROACH

Sufficiency for multi-objective RLHF, inference-time solution

B MINIMAX APPROACH
Reduction to constrained RLHF



