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LLM alignment framework

y ∼ π(· |x)

language
model

texttext

preference

sampletrain

finetune

preference – reward / human value



LLM risks

■ MISINFORMATION

■ HALLUCINATION

■ VIOLENCE

example source: arXiv:2308.05374



Multi-objective RLHF

■ MULTI-OBJECTIVE PARAMETER OPTIMIZATION

maximize
π

Ex

[
Ey∼π(· |x)

[
r(k)(x, y)

]
− β DKL(π(· |x) ∥πref(· |x))

]
︸ ︷︷ ︸

:= F (k)(π)



K

k=1

r(k) = rϕ(k) – kth reward model

β > 0 – tradeoff parameter

⋆ Pareto solution π⋆

¬ ∃ π F (k)(π) ≥ F (k)(π⋆) for all k, and F (k′)(π) > F (k′)(π⋆) for some k′

Tractability of Pareto solution



Scalarization approach

■ SINGLE-OBJECTIVE DISTRIBUTION OPTIMIZATION

maximize
π

Ex

[
Ey∼π(· |x)

[
K∑

k=1

w(k)r(k)(x, y)

]
− β DKL(π(· |x) ∥πref(· |x))

]

r(k) = rϕ(k) – kth reward model

β > 0 – tradeoff parameter

⋆ sufficient for multi-objective strictly convex optimization

⋆ Pareto LLM policy π⋆

log π⋆(y |x) =

K∑
k=1

w(k) log π⋆
k(y |x)

π⋆
k(· |x) ∝ πref(· |x)er

(k)(x,·)/β

Training-free solution



Minimax RLHF

■ SINGLE-OBJECTIVE DISTRIBUTION OPTIMIZATION

maximize
π

minimize
k

Ex,y∼π(· |x)

[
r(k)(x, y)

]
︸ ︷︷ ︸

discrete optimization

−β Ex [DKL(π(· |x) ∥πref(· |x)) ]

r(k) = rϕ(k) – kth reward model

β > 0 – tradeoff parameter

■ CONSTRAINED DISTRIBUTION OPTIMIZATION

maximize
π, t

t− β Ex [DKL(π(· |x) ∥πref(· |x)) ]

subject to Ex,y∼π(· |x)

[
r(k)(x, y)

]
≥ t for k = 1, . . . K

⋆ concave objective and linear constraints
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LLM alignment with constraints
y ∼ π(· |x)

language
model

texttext

preference

sampletrain

finetune

preference – reward / human feedback
Text generation (ChatGPT)

Goal helpful responses

Requirements harmlessness
truthfulness
...



Constrained alignment in parameter space

■ CONSTRAINED PARAMETER OPTIMIZATION

maximize
θ

Ex

[
Ey∼πθ(· |x)[ r(x, y) ]− β DKL(πθ(· |x) ∥πref(· |x))

]
subject to Ex

[
Ey∼πθ(· |x)[ gi(x, y) ]− Ey∼πref(· |x)[ gi(x, y) ]

]
≥ bi

for i = 1, . . . ,m

⋆ use case of gi: harmlessness

⋆ nonconvex objective and nonconvex constraints

Intractability of nonconvex constrained optimization



Constrained alignment in distribution space

■ CONSTRAINED DISTRIBUTION OPTIMIZATION

maximize
π

Ex

[
Ey∼π(· |x)[ r(x, y) ]− β DKL(π(· |x) ∥πref(· |x))

]
subject to Ex

[
Ey∼π(· |x)[ gi(x, y) ]− Ey∼πref(· |x)[ gi(x, y) ]

]
≥ bi

for i = 1, . . . ,m

⋆ concave objective function and linear constraints

High-dimensional, convex =⇒ strong duality



Lagrangian approach

■ LAGRANGIAN

L(π;λ) = Ex

[
Ey∼π(· |x)[ r(x, y) + λ⊤h(x, y) ]− β DKL(π(· |x) ∥πref(· |x))

]
hi(x, y) = gi(x, y)− Ey∼πref(· |x)[gi(x, y)]− bi – safety margin

■ SINGLE-OBJECTIVE ALIGNMENT

maximize
π

L(π;λ)

⋆ explicit maximizer π⋆(λ)

Unknown about an optimal dual variable



Strong duality

Dual problem: minimize
λ

maximize
π

L(π;λ)

Primal problem: maximize
π

minimize
λ

L(π;λ)

■ CONVEX-CONCAVE MIN-MAX OPTIMIZATION

minimize
λ

maximize
π

L(π;λ) = maximize
π

minimize
λ

L(π;λ)

Strong duality =⇒ exchange of min and max

OBJECTIVE: find a minimax point (π⋆, λ⋆)



■ ITERATIVE PRIMAL-DUAL UPDATE

π(t+ 1) ← argmax
π

L(π;λ(t))

λ(t+ 1) ← λ − η Ex

[
Ey∼π(t) [h(x, y) ]

]

Iterative re-alignment =⇒ costly
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Dual problem

minimize
λ

maximize
π

L(π;λ)

L(π;λ) := Ex

[
Ey∼π(· |x)[ r(x, y) + λ⊤h(x, y) ]− β DKL(π(· |x) ∥πref(· |x))

]
■ SINGLE-OBJECTIVE ALIGNMENT

D(λ) := maximize
π

L(π;λ)

⋆ explicit maximizer π⋆(λ)

⋆ Fenchel conjugate of KL divergence

logEx∼ p(·)

[
ef(x)

]
= sup

q(·)
Ex∼ q(·) [ f(x) ]−DKL(q(·) ∥ p(·))



Optimal dualization

■ EXPLICIT DUAL FUNCTION

D(λ) = β Ex

[
lnEy∼πref(· |x)

[
exp

(
r(x, y) + ⟨λ, h(x, y)⟩

β

)]]
hi(x, y) = gi(x, y)− Ey∼πref(· |x)[gi(x, y)]− bi – safety margin

Independent of π, smooth, and strong convexity

=⇒ easy to find λ⋆

0.5 0.0 0.5 1.0 1.5 2.0 2.5
Dual variable 

7.5

5.0

2.5

0.0

2.5

5.0

Du
al

 lo
ss

 D
(

) b=-0.4
b=0.9
b=2.1
b=3.4
b=4.6

0 10 20 30 40
PGD steps

10 6

10 4

10 2

100

|
(t)

|

b=-0.4
b=0.9
b=2.1
b=3.4
b=4.6



Dualization approach

■ NON-ITERATIVE CONSTRAINED ALIGNMENT METHOD

stage 1: find an optimal dual λ⋆ ∈ argmax
λ≥ 0

D(λ)

stage 2: solve the primal problem π⋆ = maximize
π

L(π, λ⋆)

■ PRACTICAL IMPLEMENTATIONS

model-based setting

model-based dual

pseudo-preference optimization

preference-based setting

preference-based dual

pseudo-preference optimization



Non-iterative method reduces computational cost
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Cost of non-iterative method ≪ cost of previous iterative PPO, DPO

image source: arXiv:2405.19544



Summary

■ RECAP

■ CONSTRAINED ALIGNMENT

Strong duality

■ DUALIZATION APPROACH

Non-iterative constrained alignment method


