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Diffusion model

data point xy — image, trajectory, video, protein
B ANALOGUE W/ VAE

= input and latent
r = xp and zip = =TT

= noiser (encoder)

(J(331;T|330) = (J(ﬂh|$0)Q($2|$1)~-~(J($T|$T—1)

» denoiser (decoder)

p(xo | $1;T) = p(JJT)p(HJT—1 |$T) . ~p(330 | 331)



B GROUND-TRUTH DENOISER

q(zi—r | m,m0) = N(weo1; pglae, 20), 05 (1))

q(xe | zi—1) = N (g arxi—1, (1 — a)I)

vt (1—a VA 1
/lfl(wfrw()) - \/(7<1 (\,I 1>lf+ fe <m ”’) — mean

o2(t) = 1=e)lz0) - _ variance

B APPROXIMATE DENOISER
po(wi—1| @) = N (z—1;po(xe,t), 00 (t)])
B MEAN SQUARE MINIMIZATION
minimize D (q(2-1] 2t 20) [| po(2e-1|2t)) & minimize |[|pq(2¢, 20) — pio (e, 1)

Pretrained model pP" (z, 1 | z;) = po- (21 | 7¢)
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Downstream requirements

B AESTHETIC QUALITY

Prompt: A photo of a deer Prompt: A painting of a deer

No fine-tuning Aesthetic reward No ﬁne-tunins Aesthetic reward
. 5 . & A v e ¥

A\

§

a painting of an old man  a painting of a racoon a painting of a city skyline

washing dishes

a painting of a tree

example source: arXiv:2309.17400



DM alignment framework

UNet

H-In.n
L
g ~ ppre()
. train diffusion sample .
image |+ image
model
A
finetune

/ preference /

preference — reward / human value




Reward-based alignment

(Step 1: Diffusion Model Pretraining J

Y

(Step 2: Reward Modeling J

Y

(Step 3: Reinforcement Learning-Based Fine-Tuning J
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Diffusion model sampling
Pretrained diffusion model: pP™(z; 1 |z;) fort =17,...,2,1

B MARKOV CHAIN

TrT — -1 —_— ... — o — Tl — Zo
~— ~— ~— ~—

~prel() ~ PR ar) ~pRe(C mg)  ~ PR me)  ~ ()

B PRETRAINED SAMPLE DISTRIBUTION

ppre(fEO) = / ppre(l,OT T / Hpt Ti—1 ’xt)pT—l—l(:ET)dxlT
1T x

1T t+=1



Fine-tuning model

Fine-tuning diffusion model: p;(x;1|z¢) fort=T,...,2,1

1
Trajectory distribution: p(zo.r) = [] pe(e-1|z)pri(zr)
t=T

Target distribution: p(zy) = / p(xo.r)dy, .
xr1:T
Reward model: r(z) for a sample

B REWARD MAXIMIZATION

max})mize Exo ~p(?) [ 7”(330) ]

B PRETRAINED MODEL RETAINING

minimize Dy (p() [|27(-))



Fine-tuning w/ point-wise KL-regularization

1
Trajectory distribution: p(zor) = [] pe(zi—1|2)pria(zr)
t=T

Target distribution: p(xo):/ p(x0.7)dsyp

Reward model: r(z) for a sample z

B DISTRIBUTION OPTIMIZATION

max})mize EZONP(.)[T‘(%)] — BDkL(p() [ pP(+))

g >0 — tradeoff parameter
» optimal model p*

(o) o pPe(wg)en*0)/P

Intractable path marginalization



Relaxation of point-wise KL divergence

B UPPER BOUND OF POINT-WISE KL DIVERGENCE

Dr(p() [7750)) - = EonP(~)[1Og pie) ]

ppre(xo)
p(xO:T) :|

= Beorpt) [bg pPe(z0:7)

Dy (Px || Qx) < DxL(Pxy || Qx,y) — monotonicity

Tractable path expectation



Path-wise KL divergence

PATH DECOMPOSITION

p(zo.T)
oo ~p() [10 pme(w]
- E JTOT
- Tt—1 Npt(~|:17t),t:1 TT+1 pre I'OT
- F pt Tt— 1|th)
= _1~pe(c t=1, T, T+1
w1 pif2o) AL )
= ZI:E (|>[10 pt:ctl'xt)]
T Tt—1~pe(- | Tt pgre(xt 1|$t)
= Eurmn() [ > D(pe(- [ 2) [ o (I:vt))]
t=T+1

PR (| @rin) = pi5 (- | orsr) — fixed Gaussian



Fine-tuning w/ path-wise KL-divergence

T
Trajectory distribution: p(zo.r) = [[ pe(wi-1 | 2)pria(zr)
t=1

Target distribution: p(xo):/ p(xo.7)dy, .,

Reward model: r(z) for a sample z,

B DISTRIBUTION OPTIMIZATION

1
maxi}mize Egomp()[7(0)] = BE4o0 ~p() [ Z D (pe(- |ze) [ 97 (- [ 24))
t=T+1

8 >0 — tradeoff parameter

Finite-horizon policy optimization



MDP model
B MARKOV CHAIN

xT — Tr—1 —_— .. — o — Tl — xo
~~~ N—— ~~~ ~~ ~~~
~pr+a()  ~pr(-|er) ~p3(-les)  ~pa(fo)  ~pi(c]a)

» continuous state and action spaces S = A = X C R¢

* initial state distribution s = 27 ~ pro1(1), sy = xp_fort =1,2,..., 7T — 1
x policy attime tis a; ~ (- | st) = pr—i(- | 27_¢)

» deterministic transition to next state s;,1 = a;

x zero reward r(s;,a;) =0fort =0,1,..., 7T — 1

Computation of an optimal policy via dynamic programming



Optimal policy
B FINE-TUNING W/ PATH-WISE KL-REGULARIZATION

1
max%)mize Egonp)[7(x0)] = BEzo 1 p() Z Do (pe(- [ o) | (- |xt))]
t=T+1

B >0 — tradeoff parameter

« optimal policy p*(zo.r) = [1;_ ¢ Pt (2—1 | 20)praa (27)

K —
pi(we|zy) = argmax By mopi(l2e)mi—z ~piy (| 2e1)ns zo~p;(-x1>[7“($o)
t

1
~B Y Du(vk(|ax) \Ipire(‘lwk))] = BDL(pe(- | 20) 107 (- [ 1))

k=t—1



B OPTIMAL VALUE FUNCTION

Vi1 (Te-1) = By gt (o) mo~p;(-|x1)[7“($o)

1
—8 > Dre(pi(-lzw) || PY(- !Ik))]

k=t—1
vo(xo) = r(xo)

B STAGE-WISE POLICY OPTIMIZATION

pi(we1|x) = argmax By, | pqw) [ve1(i-1)] = BDkL(pe(- | 2e) || 277 (- | 24))
Pt

» optimal policy at time ¢ is p}(x; 1 | 2¢)

pr( ) o pPo( | my)er1 /P



Fine-tuning in parameter space

T
Trajectory distribution: py(zo.7) = H pi(@i—1 | 24 0)pro1 (1) W/ parameter 6
t=1
Reward model: r(z) for a sample

B PARAMETER OPTIMIZATION

maxi@mize Evompe()[7(®0) ] = BEqgrmpa() Z D (pe(- |26 0) || PP (- | 243 6779))
t=T+1

8 >0 — tradeoff parameter



Policy gradient: REINFORCE
B POLICY GRADIENT

1
VoEs ool 7(0)) —ﬁveExoiTpr[ > Dol a:6) ||p5fe<-|a:t;epfe>>]
t=T+1
= VoEor ~prii(ar—s ~pr(-[orib),ao ~pa(-| 21:0) [1(Z0)]

1

g (e, t) — pgore (24, 1) |2
_5v9EITNPT+1(')aIT1NPT('|xT§9)7--~7IONP1('93130)[ . 202(t)

t=

1
Bar ~prai()er—1 ~pr(-|orif) a0 ~pi(- | 21:6) [Z (o) Vo log py(wi—1 | xt; 0)]
t=T
1

Vollpo (e, t) — popre (1, 1)
Z 202(t) ]

_ﬁ]El“T ~pr1()er—1 ~pr(-|27;0),. 20 ~ p1(- | 2130) [
t=T

Easy to get an unbiased estimate



Summary
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B REWARD-BASED ALIGNMENT

Point-wise KL divergence, path-wise KL divergence, stage-wise policy optimization,
policy gradient



