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Downstream requirements

B AESTHETIC QUALITY

Prompt: A photo of a deer Prompt: A painting of a deer

No fine-tuning Aesthetic reward No ﬁne-tunins Aesthetic reward
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a painting of an old man  a painting of a racoon a painting of a city skyline

washing dishes

a painting of a tree

example source: arXiv:2309.17400



DM alignment framework
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Reward-based alignment

(Step 1: Diffusion Model Pretraining J

Y

(Step 2: Reward Modeling J

Y

(Step 3: Reinforcement Learning-Based Fine-Tuning J




Fine-tuning w/ path-wise KL-regularization

!

Trajectory distribution: p(zo.7) H (zi—1| ) prsr (z7)

Target distribution: p(x) :/ p(z0.7)dz; .1

Reward model: r(z) for a sample z,
B DISTRIBUTION OPTIMIZATION

maximize Eq, ~p()[r(z0)] = BDwe(p(zor) [|P7 (z07))

5 >0 — tradeoff parameter
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High quality images

Original SD15 SFT

image source: https://openreview.net/forum?id=xyfbo9HHvMe (DSPO)



High quality details

SDXL Base SDXL Base + Refiner DPO-SDXL

image source: arXiv:2311.12908 (DPO)



Text alignment
Prompt SD1.5 SFT Diff-DPO Diff-KTO DSPO DMPO

A spoon dressed up
with eyes and a smile.

A papaya fruit

photo of a zebra dressed
suit and tie sitting at a
table in a bar with a bar
stools, award winning
photography.

A cat with two horns
on its head.

image source: arXiv:2507.07510 (DMPO)
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Path-wise preference

Pretrained diffusion model: P (z; 1 |z;) fort=17,...,2,1
Trajectory or path: zr w27 1 — ... > 21 — 20

. l
Preference: ¥, - z(.

B BRADLEY-TERRY MODEL

e7‘(27811~)

P(zfir = zh.r) = o(r(zfr) — r(zpr))

er(@5ir) 4 e"“(méﬁ")

o(t) = 1/(1+e)

Consistency between reward and preference?



Path-wise reward training

Dataset: D= {z{"% +0yN

Reward model: r;(zo.r) w/ parameter ¢

B LIKELIHOOD MAXIMIZATION

.. . L w [
maximize L(rg; D) = Egw ol y~D log P(xgir = xo.1)

Perfect reward represents preference



Fine-tuning w/ path-wise KL-regularization

B DISTRIBUTION OPTIMIZATION

max%)mize Egy ~p(y[7(x0)] — BDkL(p(z0.7) | PP (70:7))

r(zo.r) = r(zo) — path-wise reward

8 >0 — tradeoff parameter

» optimal model p*

1
p*(xo.r) = ppre(l‘o;T)er(xO’T)/BZ

Z::f

JZo:.T

PP (z0.7)e" @01/ Bdxo.» — normalization constant

Intractable normalization



Correspondence between model and reward

1
p*(zor) = ppre(mO:T)eT(ZO:T)//BE
« from reward to model
x from model to reward
r(zor) = ﬁlogm + Blog Z
pPre(zo.r)

Correspondence, up to a constant



Reward representation trick

Dataset: D= {z{% zihN |

Reward modeling: maximize, B 1 . p [logP(zgy = zh.7) ]
B REWARD REPRESENTATION

E(‘TB":T@&T) ~D [10g IP3(338}'11 - q;%):T | 'CL‘):|
= Byt b [1080(r(@r) = r(agg))]
p*(zt.r) p*(al.p)
Bap al )~ 10g0<510g—,310g'
(=87 70.7) [ pre(xO:T> ppre($6:T)
» preference-based objective

.. () p(x%}T)
E . ! log ————="— — Blog ———"—
max;mlze (@l )~ D [ og o (ﬂ og pre( O:T) Blog ppre(l‘é:T)



Fine-tuning w/ path-wise KL-regularization in parameter space

B PARAMETER OPTIMIZATION

.. ( BUT) pe(xé:T)
max10m1ze IE(%,J:T%:T) D [loga <5 log 7pre(936U;T) — Blog pipre(xézT)
* nonconvex parameter optimization
7(zo.r) = Blog p’;ie(fo TT)) — reward parametrization

B POLICY GRADIENT (DIRECT PREFERENCE OPTIMIZATION, DPO)

¥ !
VeE(mOTmz Y~ D [IOgG(BIngri()—ﬂlogm>]
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High quality images/details, text alignment

B PREFERENCE-BASED ALIGNMENT

Path-wise preference, path-wise DPO



