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Announcement

Check Canvas for Homework 3

Due on 10/24, 11:59pm

Team assignment

One volunteer is needed to work independently
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Outline

■ MOTIVATION



The Right to be Forgotten

The General Data Protection Regulation (GDPR)

Recitals 65 and 66 and in Article 17

“The data subject shall have the right to obtain from the controller
the erasure of personal data concerning him or her without undue delay and

the controller shall have the obligation to erase personal data without undue delay”



Increasing concerns on copyright
■ STABILITY AI

■ CHINESE FIRMS



A case of Andersen’s comics and Stability AI’s recreation from
late 2022

Stability AI vs Sarah Andersen



Developing cases of singers and AI music firms
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Diffusion model

xtxt−1x0 xT

q(xt |xt−1)

p(xt−1 |xt)

data point x0 – image, trajectory, video, protein

■ ANALOGUE W/ VAE

⋆ input and latent
x = x0 and z1:T = x1:T

⋆ noiser (encoder)
q(x1:T |x0) = q(x1 |x0)q(x2 |x1) . . . q(xT |xT−1)

⋆ denoiser (decoder)
p(x0 |x1:T ) = p(xT )p(xT−1 |xT ) . . . p(x0 |x1)



■ GROUND-TRUTH DENOISER

q(xt−1 |xt, x0) = N (xt−1;µq(xt, x0), σ
2(t)I)

q(xt |xt−1) = N (xt;
√
αtxt−1, (1− αt)I)

µq(xt, x0) =
1√
αt
xt − 1−αt√

1−ᾱt
√
αt
ϵ0 – noise-based mean

σ2(t) – variance

■ APPROXIMATE DENOISER

pθ(xt−1 |xt) = N
(
xt−1;µθ(xt, t), σ

2(t)I
)
, µθ(xt, t) =

1√
αt

xt−
1− αt√
1− ᾱt

√
αt

ϵθ(xt, t)

■ MEAN SQUARE MINIMIZATION

minimize
θ

DKL(q(xt−1 |xt, x0) ∥ pθ(xt−1 |xt)) ⇔ minimize
θ

∥ϵ0 − ϵθ(xt, t)∥2

Pretrained model ppre
t (xt−1 | xt) = pθ⋆(xt−1 | xt)



Forget quality and model utility for unlearning

Conditional diffusion model: ϵθ(xt, t; c) w/ parameter θ, condition c

Forget data set: Df = {(xi0, ci)}mi=1

Retain data set: Dr = {(xj0, cj}nj=1

■ FORGET QUALITY

“unlearn the forget data set”

■ MODEL UTILITY

“maintain the model’s performance on the retain data set”

No consensus on right metrics
Tradeoff between forget quality and model utility



Retaining objective

Conditional diffusion model: ϵθ(xt, t; c) w/ parameter θ, condition c

Forget data set: Df = {(xi0, ci)}mi=1

Retain data set: Dr = {(xj0, cj}nj=1

■ RETAINING OBJECTIVE

minimize
θ

E(x0,c)∼Dr [ ∥ϵ0 − ϵθ(xt, t; c)∥2 ]



Forgetting objectives

Conditional diffusion model: ϵθ(xt, t; c) w/ parameter θ, condition c

Forget data set: Df = {(xi0, ci)}mi=1

Retain data set: Dr = {(xj0, cj}nj=1

■ FORGETTING OBJECTIVE #1

maximize
θ

E(x0,c)∼Df [ ∥ϵ0 − ϵθ(xt, t; c)∥2 ]

■ FORGETTING OBJECTIVE #2

minimize
θ

E(x0,c)∼Df [ ∥ϵf
0 − ϵθ(xt, t; c)∥2 ]

ϵf
0 = ϵθ(xt, t; c̃) for c̃ /∈ Df



Gradient-based update

θ+ ← θ + η∇θE(x0,c)∼Df [ ∥ϵ0 − ϵθ(xt, t; c)∥2 ]

η – stepsize

Unlearning ≡ reverse of model training/learning



Forget nudity or class

Tradeoff between forget quality and model utility

example source: arXiv:2401.05779
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Forgetting objective

Diffusion model: x0 ∼ p(·)

Forget distribution: xi0 ∼ pi(·) for i = 1, . . . ,m

Retain distribution: xj0 ∼ pj(·) for j = 1, . . . , n

■ FORGETTING OBJECTIVE

minimize
p

Ex0 ∼ pi(·)[ log p(x0) ]

⇕

maximize
p

DKL(p
i(x0) ∥ p(x0))



Retaining objective

Diffusion model: x0 ∼ p(·)

Forget distribution: xi0 ∼ pi(·) for i = 1, . . . ,m

Retain distribution: xj0 ∼ pj(·) for j = 1, . . . , n

■ RETAINING OBJECTIVE

maximize
p

Ex0 ∼ pj(·)[ log p(x0) ]

⇕

minimize
p

DKL(p
j(x0) ∥ p(x0))



Joint optimization

minimize
p

−DKL(p
i(x0) ∥ p(x0)) + DKL(p

j(x0) ∥ p(x0))

Leave away from forget distribution and stay close to retain distribution

■ DECOUPLED CASE

supp(pi) ∩ supp(pj) = ∅
⇓

p⋆(·) =

0 when ∃x0 ∈ supp(pi)

pj(·) when x0 ∈ supp(pj)

Unknown forget quality



Relaxation to concept unlearning

Diffusion model: x0 ∼ p(·)

Forget distribution: xf
0 ∼ pf(·)

Retain distribution: xr
0 ∼ pr(·)

pf, pr – e.g., finetuned models

■ FORGETTING OBJECTIVE

maximize
p

DKL(p(·) ∥ pf(·))

■ RETAINING OBJECTIVE

minimize
p

DKL(p(·) ∥ pr(·))



Joint policy optimization

minimize
p

−DKL(p(·) ∥ pf(·)) + DKL(p(·) ∥ pr(·))

Leave away from forget distribution and stay close to retain distribution

■ OPTIMAL MODEL

p⋆(·) =
pr(·)
pf(·)

1

Z

Negation! =⇒ Determined forget quality!
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Constrained policy optimization

minimize
p

DKL(p(·) ∥ pr(·))

subject to DKL(p(·) ∥ pf(·)) ≥ ϵ

Stay close to retain distribution and leave away from forget distribution by ϵ

■ OPTIMAL MODEL

p⋆(·) =
(pr(·)) 1

1−λ⋆(
pf(·)

) λ⋆

1−λ⋆

1

Z

When strong duality holds and an optimal dual variable is λ⋆ < 1

Negation! =⇒ Determined forget quality!



Summary

■ MOTIVATION

Right to be forgotten, copyright concerns, developing lawsuits

■ EXAMPLES

Reverse of model training/learning

■ REGULARIZATION-BASED APPROACH

Forward KL leads to unknown forget quality, reverse KL yields determined forget
quality

■ CONSTRAINED APPROACH

Nonconvex problem


