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Announcement

Check Canvas for Homework 1 Solutions

Grade review by 10/15, 11:59pm

Homework guideline

#1 Provide necessary details and references

#2 Decide whether each claim is possible or impossible



Outline

■ MOTIVATION

■ EXAMPLES

■ REGULARIZATION-BASED APPROACH

■ CONSTRAINED APPROACH



Outline

■ MOTIVATION



LLM risks

■ MISINFORMATION

■ HALLUCINATION

■ VIOLENCE

example source: arXiv:2308.05374



Increasing concerns on copyright

■ OPEN AI & MICROSOFT

■ STABILITY AI



Global perspectives

■ EUROPEAN UNION

■ CHINA



The Right to be Forgotten

The General Data Protection Regulation (GDPR)

Recitals 65 and 66 and in Article 17

“The data subject shall have the right to obtain from the controller
the erasure of personal data concerning him or her without undue delay and

the controller shall have the obligation to erase personal data without undue delay”
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Forget quality and model utility for unlearning

LLM model: y ∼ πθ(· |x) w/ parameter θ

Forget data set: Df = {(xf
i, y

f
i)}mi=1

Retain data set: Dr = {(xr
i, y

r
i)}ni=1

■ FORGET QUALITY

“unlearn the forget data set”

■ MODEL UTILITY

“maintain the model’s performance on the retain data set”

No consensus on right metrics
Tradeoff between forget quality and model utility



Forgetting objectives

LLM model: y ∼ πθ(· |x) w/ parameter θ

Forget data set: Df = {(xf
i, y

f
i)}mi=1

Retain data set: Dr = {(xr
i, y

r
i)}ni=1

■ FORGETTING OBJECTIVE #1

minimize
θ

E(x,y)∼Df [ log πθ(y |x) ]

■ FORGETTING OBJECTIVE #2

maximize
θ

E(x,y)∼Df [ log πθ(ỹ |x) ] where ỹ ̸= y

■ FORGETTING OBJECTIVE #3

maximize
θ

E(x,y)∼Df [DKL(πθ(· |x) ∥πref(· |x)) ]

πref – reference model trained on Df ∪ Dr



Retaining objectives

LLM model: y ∼ πθ(· |x) w/ parameter θ

Forget data set: Df = {(xf
i, y

f
i)}mi=1

Retain data set: Dr = {(xr
i, y

r
i)}ni=1

■ RETAINING OBJECTIVE #1

maximize
θ

E(x,y)∼Dr [ log πθ(y |x) ]

■ RETAINING OBJECTIVE #2

minimize
θ

E(x,y)∼Dr [DKL(πθ(· |x) ∥πref(· |x)) ]

πref – reference model trained on Df ∪ Dr



Reverse gradient direction

θ+ ← θ − η∇θE(x,y)∼Df [ log πθ(y |x) ]

■ REFERECE MODEL TRAINING

θ+ ← θ + η∇θE(x,y)∼Df∪Dr [ log πθ(y |x) ]

η – stepsize

Unlearning ≡ reverse of model training/learning



TOFU data set

Random forget quality
example source: arXiv:2404.05868



Failure mode

Poor model utility

example source: arXiv:2404.05868
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Forgetting objective

LLM model: y ∼ π(· |x)

Forget distribution: πf(· |x) for x ∈ Df

Retain distribution: πr(· |x) for x ∈ Dr

■ FORGETTING OBJECTIVE

minimize
π

E(x,y)∼Df [ log π(y |x) ]

⇕

maximize
π

E(x,y)∼Df [DKL(π
f(· |x) ∥π(· |x)) ]



Retaining objective

LLM model: y ∼ π(· |x)

Forget distribution: πf(· |x) for x ∈ Df

Retain distribution: πr(· |x) for x ∈ Dr

■ RETAINING OBJECTIVE

maximize
π

E(x,y)∼Dr [ log π(y |x) ]

⇕

minimize
π

E(x,y)∼Dr [DKL(π
r(· |x) ∥π(· |x)) ]



Joint policy optimization

minimize
π

−E(x,y)∼Df [DKL(π
f(· |x) ∥π(· |x)) ] + E(x,y)∼Dr [DKL(π

r(· |x) ∥π(· |x)) ]

Leave away from forget distribution and stay close to retain distribution

■ DECOUPLED CASE

Df ∩ Dr = ∅
⇓

π⋆(· |x) =

0 when ∃x ∈ Df

πr(· |x) when x ∈ Dr

Unknown forget quality



Relaxation to concept unlearning

LLM model: y ∼ π(· |x)

Forget model: πf(· |x)

Retain model: πr(· |x)

πf, πr – e.g., finetuned models over Df, Dr

■ FORGETTING OBJECTIVE

maximize
π

Ey∼π(· |x)[DKL(π(· |x) ∥πf(· |x)) ]

■ RETAINING OBJECTIVE

minimize
π

Ey∼π(· |x)[DKL(π(· |x) ∥πr(· |x)) ]



Joint policy optimization

minimize
π

−Ey∼π(· |x)[DKL(π(· |x) ∥πf(· |x)) ] + Ey∼π(· |x)[DKL(π(· |x) ∥πr(· |x)) ]

Leave away from forget distribution and stay close to retain distribution

■ OPTIMAL MODEL

π⋆(· |x) =
πr(· |x)
πf(· |x)

1

Z

Negation =⇒ Determined forget quality!
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Constrained policy optimization

minimize
π

Ey∼π(· |x)[DKL(π(· |x) ∥πr(· |x)) ]

subject to Ey∼π(· |x)[DKL(π(· |x) ∥πf(· |x)) ] ≥ ϵ

Stay close to retain distribution and leave away from forget distribution by ϵ

■ OPTIMAL MODEL

π⋆(· |x) =
(πr(· |x))

1
1−λ⋆(

πf(· |x)
) λ⋆

1−λ⋆

1

Z

When strong duality holds and an optimal dual variable is λ⋆ < 1

Negation! =⇒ Determined forget quality!



Summary

■ MOTIVATION

LLM risks, copyright concerns, regulations

■ EXAMPLES

Reverse of model training/learning

■ REGULARIZATION-BASED APPROACH

Forward KL leads to unknown forget quality, reverse KL yields determined forget
quality

■ CONSTRAINED APPROACH

Nonconvex problem


