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Motivation: why robot learning?

■ END-TO-END ROBOTICS

Gemini Robotics 1.5

⋆ learn from data/experience
⋆ multiple tasks
⋆ dynamic environment
⋆ cost-effective and quick design



Planning as inference

Random trajectory: τ = (s0, a0, s1, a1, . . . , sT , aT )

Posterior trajectory distribution: p(τ |h) ∝ p(h | τ)p(τ)

p(h | τ) – likelihood of completing tasks

p(τ) – prior

■ MAXIMUM A POSTERIORI

maximize
τ

p(τ |h)

⇕
maximize

τ
log p(τ |h)



Sampling from energy-based model

Energy-based model: pθ(h | τ) ∝
∏K

k=1 e
E

θk
(τ ;hk)

Prior distribution: p(τ) ∝ p(s0) p(sT ) e
∥τ−µτ∥2

■ POSTERIOR TRAJECTORY DISTRIBUTION

p(τ |h) ∝ pθ(h | τ) p(τ)︸︷︷︸
Gaussian prior

∝ eEθ(τ ;h)

⋆ Langevin dynamics

τt = τt−1 + η∇τEθ(τt−1;h) +
√
2ηϵt where ϵt ∼ N (0, I)

As t → ∞, dynamics converge to samples τt ∼ p(· |h)

How to Train Your Energy-Based Models: arXiv:2101.03288
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Diffusion model as trajectory generative model

τ tτ t−1τ0 τT
q(τ t | τ t−1)

p(τ t−1 | τ t)

data point τ0 – trajectory

■ ANALOGUE W/ VAE

⋆ noiser (encoder)

q(τ1:T | τ0) = q(τ1 | τ0)q(τ2 | τ1) . . . q(τT | τT−1)

⋆ denoiser (decoder)

p(τ0 | τ1:T ) = p(τT )p(τT−1 | τT ) . . . p(τ0 | τ1)



■ GROUND-TRUTH DENOISER

q(τ t−1 | τ t, τ0) = N (τ t−1;µ(τ t, τ0), σ2(t)I)

q(τ t | τ t−1) = N (τ t;
√
αtτ

t−1, (1− αt)I)

µ(τ t, τ0) = 1√
αt
τ t − 1−αt√

1−ᾱt
√
αt
ϵ0 – noise-based mean

σ2(t) – variance

■ APPROXIMATE DENOISER

pθ(τ
t−1 | τ t) = N

(
τ t−1;µθ(τ

t, t), σ2(t)I
)
, µθ(τ

t, t) =
1√
αt

τ t − 1− αt√
1− ᾱt

√
αt

ϵθ(τ
t, t)

■ MEAN SQUARE MINIMIZATION

minimize
θ

DKL(q(τ
t−1 | τ t, τ0) ∥ pθ(τ t−1 | τ t)) ⇔ minimize

θ
∥ϵ0 − ϵθ(τ

t, t)∥2

Cloned trajectory pθ⋆(τ
t−1 | τ t)



Conditional diffusion model

Conditional diffusion model: pθ(τ
t−1 | τ t, h) w/ task info h

■ BACKWARD GENERATIVE PROCESS

pθ(τ
0:T |h) = p(τT |h)

T∏
t=1

pθ(τ
t−1 | τ t, h)

p(τT |h) – standard Gaussian
⋆ task-conditioned posterior

pθ(τ
t−1 | τ t, h) ∝ pθ(h | τ t, τ t−1)︸ ︷︷ ︸

task likelihood p(h | τ t−1)

× pθ(τ
t−1 | τ t)︸ ︷︷ ︸

unconditional model/prior



Sampling from conditional diffusion model

Conditional diffusion model: pθ(τ
t−1 | τ t, h) w/ task info h

■ UNCONDITIONAL MODEL/PRIOR

log pθ(τ
t−1 | τ t) = logN

(
τ t−1;µθ(τ

t, t), σ2(t)I
)

≈ −1

2
∥τ t−1 − µθ(τ

t, t)∥2

■ TASK LIKELIHOOD

log pθ(h | τ t−1) ≈ log p(h | τ t−1 = µθ(τ
t, t))+

(
τ t−1 − µθ(τ

t, t)
)
∇τ log p(h | τ t−1)|τ t−1=µθ(τ t,t)︸ ︷︷ ︸

guidance g



■ TASK-CONDITIONED POSTERIOR

log pθ(τ
t−1 | τ t, h) ≈ log pθ(τ

t−1 | τ t) + log pθ(h | τ t, τ t−1)

= −1

2
∥τ t−1 − µθ(τ

t, t)∥2 +
(
τ t−1 − µθ(τ

t, t)
)
g

≈ −1

2
∥τ t−1 − µθ(τ

t, t)− g∥2

⇓
pθ(τ

t−1 | τ t, h) = N (τ t−1;µθ(τ
t, t) + g, σ̄2(t)I)

How to compute guidance g = ∇τ log p(h | τ t−1)|τ t−1=µθ(τ t,t)?



Planning reward functions

Guidance: g = ∇τ log p(h | τ t−1)|τ t−1=µθ(τ t,t)

■ INITIAL/FINAL STATES

p(h | τ) = e−∥s0−τ [0]∥2 =⇒ ∇τ log p(h | τ t−1) = −∥s0 − τ [0]∥2

p(h | τ) = e−∥sT−τ [T ]∥2 =⇒ ∇τ log p(h | τ t−1) = −∥sT − τ [T ]∥2

■ COLLISION COST

p(h | τ) = e−c(τ) =⇒ ∇τ log p(h | τ t−1) = −c(τ)

Differentiable over trajectory =⇒ tractable to compute g = ∇τ log p(h | τ)



Experiment I: 2D maze

■ POINT-MASS2D DENSE

Random start/goal positions

image source: 2308.01557



Experiment I: 2D maze

■ DIFFUSION TRAJECTORIES

Feasible trajectories under new obstacles (red)

image source: 2308.01557



Experiment II: Panda robot

■ PANDA SHELF ROBOT

Expert data trajectories

image source: 2308.01557



Experiment II: 2D maze

■ DIFFUSION TRAJECTORIES

Feasible trajectories (w/ two modes) under a new obstacle (box)

image source: 2308.01557
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Diffusion model composition for planning

K diffusion models: µθk(τ
t, t) for k = 1, . . . ,K

K target distributions: pk(τ0) for k = 1, . . . ,K

Reward model: r(τ0) for a sample τ0

■ DISTRIBUTION OPTIMIZATION

maximize
p

Eτ0 ∼ p(·)[ r(τ
0) ] −

K∑
k=1

βkDKL(p(·) ∥ pk(·))

β1, . . . , βK – tradeoff parameters
⋆ optimal model p⋆

p⋆(τ0) ∝ pcon(τ0)er(τ
0)/1⊤β and pcon(τ0) =

K∏
k=1

(
pk(τ0)

)βk/1
⊤β × 1

Z

Exponentially weighted conjunction distribution



Diffusion model composition as inference

K diffusion models: µθk(τ
t, t) for k = 1, . . . ,K

K target distributions: pk(τ0) for k = 1, . . . ,K

Reward model: r(τ0) for a sample τ0

■ BAYESIAN PERSPECTIVE

p⋆(τ0) ∝ pcon(τ0) er(τ
0)/1⊤β︸ ︷︷ ︸

evidence
and pcon(τ0) =

K∏
k=1

(
pk(τ0)

)βk/1
⊤β

× 1

Z︸ ︷︷ ︸
prior

Optimal model p⋆ is a posterior distribution



Summary

■ RECAP

■ DIFFUSION MODEL MOTION PLANNING

Trajectory generative model, conditional diffusion model

■ DIFFUSION MODEL COMPOSITION PERSPECTIVE

Model composition-based planning


