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Check Canvas for Project Guideline
Class presentation from 11/3 to 11/19
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RL Framework
B MARKOV DECISION PROCESSES (MDPs)

reward 7, state sy action a;
DSt
3 Environment ]<—
T
Goal Direct policy search
maxjrmize Es, [V™(s0)] = T — 7+ VYV, VT

7w — a policy that maps states to actions

V7 (sp) := E[sum of all rewards received ]



Policy optimization
Policy: r: S (states) — A4 (action distribution)

Value function: V7(p):=E Z Yr(se, ar) | so ~ p
t=0

P(-|s,a): S x A— Ay — transition kernel
s0,ap, 70, S1,01,... — a trajectory = generated by a policy 7
B NONCONVEX OPTIMIZATION
maximize V7™ (p)

» Search the decision in a function space



Generative models for RL

B DIFFUSION MODELS AS POLICIES

data point a” — action
B DIFFUSION MODELS AS TRAJECTORY GENERATORS

data point 70 — trajectory
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World models

How the world state changes after taking an action

Transition kernel: P(-|s,a): Sx A— Ay

Can we use LLMs as world models to predict the world state changes?



What is a world model?

B REPRESENTATION OF ENVIRONMENT

“Representations which preserve the causal structure of the environment as far as is
necessitated by the tasks an agent needs to perform” (source: arXiv:2412.11867)

“Mental representation of the environment, which enables humans to simulate actions
and their effects on the world’s state for deliberate planning for complex tasks of motor
control, imagery, inference, and decision making” (source: arXiv:2305.14992)

Representation w/ task-associated structure



World models in human: physics

Humans - even infants — can reason about and interact with liquids

image source: https://escholarship.org/uc/item/6xc533j2



World models in human: tool use

4 In the mind 7 Inthe world
Simulate

Sample Action
— Choose

action

. Update beliefs [ |

— r_l_ \ Updaig Observe

Humans imagine the effects of hypothesized action via
Sample, Simulate, Update

—wu)

Ve

image source: https://www.pnas.org/doi/10.1073/pnas.1912341117



World models in simulation: physics engines

i’l

Disney Research

MuJoCo Playground

£ .
Other Simulator

NVIDIA Warp

Newton, Physics Engine for Robotics Simulation

Accurate virtual representations of robot behavior and interactions within
realistic environments




World models in simulation: embodied simulators

VirtualHome, Multi-Agent Household Simulator

Simulate activities in a household



World models in simulation: video prediction models

Front Left Front Forward FrontRight

GAIA-2, Synthetic Scenario Generation for Real-world Safety

Generate realistic, diverse, and precisely controlled scenarios



World models are typically domain specific

Language encodes or structures nearly all human knowledge

LLMs ~ Language — LLMs as world models



Outline

B RECAP
B WORLD MODELS

B LLMS AS WORLD MODELS



So

Qo

S1

a;

S2

ST

Blocksworld example

Initial State: The orange block is on the table, the
blue block is on the table, and the red block...
Goal: The orange block is on the blue block, and
the yellow block is on the orange block.

Pickup orange
(r=0.6)

= M
\
Stack it on blue
(r=09)

(Goal achieved)

example source: arXiv:2305.14992



World model-based MDP

B STATE
sy = configuration of blocks in language

B ACTION
a; = abehavior of moving a block, e.g., pickup orange

B NEXT STATE
si+1 = new configuration of blocks, given (s, a;)

LLM as World Model

B REWARD
r(st,ar) = e.g., LLM’s preference and self-evaluation



So

]

S1

a;

S2

az

S3

St

Monte Carlo tree search planning

Pickup Pickup Pickup Q
orange orange orange

= = I I i IS =

Stack it Stack it Stack it Q Q
on blue on blue on blue

reward
(a) Selection (b) Expansion (c) Simulation (d) Back-propagation

Expected future reward Q(s, a)



ao

a

az

as

CoTl

unstack the orange
block from on top of the
yellow block

stack the orange block
on top of the red block

pick up the yellow block

stack the yellow block
on top of the blue block

Monte Carlo tree search planning

i

S0
ag
S1
a1
S2
as
S3
as

S4

RAP (Goal: The red block is on blue block; the orange block is on the red block)

I have that, the red block is clear, the blue block is clear, the orange block is clear,
the hand is empty, the orange block is on top of the yellow block, the red block is
on the table, the blue block is on the table and the yellow block is on the table. J:JEJ:L

[ Pick up the red block.

I have that, the blue block is clear, the orange block is clear, the red block is in the

hand, the hand is holding the red block, the orange block is on top of the yellow =
block, the blue block is on the table, and the yellow block is on the table. E
{ Stack the red block on top of the blue block. ]
I have that, the orange block is clear, the red block is clear, the hand is empty, the l
orange block is on top of the yellow block, the red block is on top of the blue block,
the blue block is on the table, and the yellow block is on the table. Eﬂ
[ Unstack the orange block from on top of the yellow block. J l

I have that, the orange block is in the hand, the red block is clear, the yellow block
is clear, the hand is holding the orange block, the red block is on top of the blue [

block, the blue block is on the table, and the yellow block is on the table.

[ Stack the orange block on top of the red block.

I have that, the orange block is clear, the yellow block is clear, the hand is empty,
the orange block is on top of the red block, the red block is on top of the blue
block, the blue block is on the table, and the yellow block is on the table. Qf

example source: arXiv:2305.14992
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Required behavior is complex

r(s,a) = wobi(s,a) path following
+ w1 bi(s,a) speed limit
+ wq ba(s, a) energy budget
+ w3 bs(s,a) acceleration limit

~ 400 lines of code, but hopefully work!

Unforeseen behavior in navigation

UBISOFT 22



Reward hacking

B ENVIRONMENT OR GOAL MISSPECIFIED

image source: https://openai.com/index/faulty-reward-functions/



Reward design is expert-dependent and subjective

Language encodes rich knowledge about robot motions

LLMs ~ Language — LLMs as reward models



Gap between language and robot actions (l)
B FROM LANGUAGE AND LOW-LEVEL ROBOT ACTIONS

User

Make robot dog
stand up on two feet.

LLM

Motion description
The robot dog's torso is upright,
balanced over its hind feet, which
are flat and shoulder-width apart.
The front legs hang loosely, poised
mid-air, mimicking a human's
relaxed arms.

image source: arXiv:2306.08647



Gap between language and robot actions (Il)
B LACK OF UNDERSTANDING OF LOW-LEVEL ROBOT ACTIONS

User

Make robot dog
stand up on two feet.

LLM

Low-level action

set_joint_target(0.0, 0.2, 0.7,
0.0,-03,0.8,00,02, 07,
0.0,-0.3,0.8)

l

image source: arXiv:2306.08647



LLMs as reward models

B REWARD TRANSLATOR

User

Make robot dog _, Reward Translator

stand up on two feet. (LLM)
Reward code ¢

# Set torso rewards
set_torso_rewards(height=0.7, pitch=np.deg2rad(90))

# Set feet rewards
set_feet_pos_rewards(‘front_left, height=0.7)
set_feet_pos_rewards(back_left, height=0.0)
set_feet_pos_rewards('front_right, height=0.7)
set_feet_pos_rewards('back_right', height=0.0)

Optimized

low-level actions q
<+——— Motion Controller

image source: arXiv:2306.08647



Reward interface

B INSTRUCTION-BASED REWARD

r(s,a) = —sz‘fz‘(zi(sﬂywi))

=1 task-specific

» loss function f; takes minimum at 0, e.g., f:(-) = |||l
+ residual term z; measures error
» reward parameter v; encodes task requirement

e.g., robot height s reaches a desired height ¢;: z;(s,v;) = s — ¥,



Reward translator

User

Make robot dog stand up on two feet.
|

/ Reward Translator

Motion Descriptor

[start of description]
The torso of the robot should pitch upward at 90.0 degrees.

front_left foot lifted to 0.7 meters high.
front_right foot lifted to 0.7 meters high.
[end of description]

Reward Coder

# Set torso rewards

set_torso_rewards(height=0.7, pitch=np.deg2rad(90))
# Set feet rewards

set_feet_pos_rewards(‘front_left, height=0.7)
set_feet_pos_rewards(back_left, height=0.0)
set_feet_pos_rewards(front_right’, height=07)
set_feet_pos_rewards(back_right, height=0.0)

\ |

The height of the robot's CoM or torso center should be at 0.7 meters.

Motion Descriptor Prompt
Describe the motion of a dog robot using the following form:
* The torso of the robot should pitch upward at [NUM: 0.0] degrees.
* The height of the robot's CoM or torso center should be at [NUM: 0.3] m.

Remember:

1. If you see phrases like [NUM: default_value], replace the entire phrase
with a numerical value.

2. If you see phrases like {CHOICE: choice1, choice2, ...}, it means you
should replace the entire phrase with one of the choices listed.

Reward Coder Prompt

-

Motion Controller

We have a description of a robot's motion and we want you to turn that into
the corresponding program with following functions:
set_torso_rewards(height, pitch)

height: height target for the robot torso

pitch: pitch angle of the torso

Example answer code:
import numpy as np
set_torso targets(01 np.deg2rad(5))

Remember:
1. Always format the code in code blocks

Motion
template

Rules

Reward
API

Example

Rules

image source: arXiv:2306.08647



Motion controller

B OPTIMAL CONTROL

H
maximize Z (s, at)

ai1:H =1
= reinforcement learning
= trajectory optimization

» model predictive control



Experiment

Biped stand

Keep banana upright

(b) Dexterous manipulator robot

Lift the apple

example source: arXiv:2306.08647



Tasks for quadruped robot

Task

Instructions Expected Behavior

Facing sunrise

It’s early in the morning, make the robot head towards the sun. Robot face towards East.

Facing sunset It’s late in the afternoon, make the robot head towards the sunset. Robot face towards West.

Sit down Sit down low to ground with torso flat. Robot’s CoM drops lower and remain flat.

Roll Over 1 want the robot to roll by 180 degrees. Robot’s belly faces up.

Spin Spin fast. Robot reach a fast turning speed.

Lift one paw I want the robot to lift its front right paw in the air. The front right paw of the robot lifts up in the air.

Lift paw higher L%aﬁte‘i’:nrﬁ?;ﬁ;: lift its front right paw in the air. The robot lifts its front right paw higher than before.
Lift front left paw.

Spin with lifted paws ~ Good, now lift diagonal paw as well. Robot lifts front left and rear right paws while spin fast.

Good, in addition I want the robot to spin fast.

Stand up on two feet

Make the robot stand upright on two back feet like a human. Robot stands on two back feet and keep balance.

Table 1: List of tasks used in evaluation for the quadruped robot.



Tasks for dexterous manipulation

Task Instructions Expected Behavior

Touch object Touch the {object} Robot fingers in contact with the object.

Lift object Liftthe {object} t00.5m The object needs to stay above 0.4 m for 1s.

Move object Move the {object_a} to {object_b} The distance between object needs to be smaller than 0.1 m.
Upright object Place the {object} upright The z axis of the object needs to be parallel to x-y plane.

Flip object Flip the {object} The local up vector of the object should be pointing downward.
Lift two objects Liftthe {object_a} and {object_b} atthe same time. = Both objects need to stay above 0.4 m for 1s.

Turn on the faucet ~ Turn on the faucet. The valve of the faucet needs to be turned 90 degrees.

Open the drawer Open the drawer. The drawer needs to be pulled fully open.

Table 2: List of tasks used in evaluation for the dexterous manipulation.
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Limitations of LLMs

B LLMS LACK WORLD AND AGENT KNOWLEDGE

Emily Zhou
Female, 29 years old
Software Engineer (Web Crawler Team)

Be

Liu Qiang
Male, 36 years old
Quality Assurance Engineer

Good morning! I'd like to schedule a meeting with
you and Liu. When are you available? g,y

Hi there, I'm available for a meeting on
Wednesday or Thursday. What time works best

for you on those days? Locsam

Great! I'm also available on Wednesday
aftemoons or Thursday mornings. Let me check
Liu Qiang's schedule and confirm. P

Sounds good. Once you've checked with Liu, let
me know the final time for Wednesday or

Thursday, and 'l block it on my calendar. ;s

Hello Emily! The final meeting time is 10:30 AM

on Thursday. s

Hi Liu Qiang, I'd like to schedule a meeting with
you and Emily. She's available on Wednesday or

Thursday. When are you available? P

Hello! I'm available on Thursday for the meeting
with Emily. Please let me know what time works

best for both of you.
1026mm

Oh good, | think Thursday works for us. Could we
aim for a mid-morning slot? Perhaps around
10:30 AM? T025Am

Yup. That works for me. | will send Emily a link
mysel

yself. 1037AM

Thank you. The final meeting time is 10:30 AM on

Thursday. (ve a great day! T

LLMs fail at 70% of simple office tasks

example source: arXiv:2412.14161



Limitations of LLMs

B LLMS LACK WORLD AND AGENT KNOWLEDGE
» interacting entities
= social behaviors

» real-world physics

B MORE WORLD MODELS
~ relational reasoning
» social learning

x physics engines



Summary

B RECAP

B WORLD MODELS

Representation w/ task-associated structure, LLMs as world models

B LLMS AS WORLD MODELS

Blocksworld example

B LLMS AS REWARD MODELS
Robot learning



