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OBJECTIVE

develop a learning strategy for multiple agents

to interact w/ unknown dynamic environment,

yielding a solution as an outcome, at scale



Framework of MARL

■ MARKOV GAME

a1 s
a2 s

aN−1 s

aN s

P( s′ | s, a )

Agents

Environment

⋆ ith policy πi : S → ∆(Ai)

⋆ transition probability P(s′ | s, a)

⋆ ith reward function ri : S ×A → [0, 1]
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QUESTION

Can a Nash equilibrium of other Markov games

be realized by decentralized methods ?



Empirical stories

StarCraft Kilobots

all agents execute their own policy

and update rules w/o central controller

independent learning

OBJECTIVE: provable guarantees
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■ INDEPENDENT POLICY UPDATE
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find a near-Nash policy w/ explicit S-dependence

→ unscalable in large state space
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CHALLENGE

independent learning methods for MPG

w/ numerous agents

& large state space



Overview of our results ( MPG )

Key feature: no explicit S-dependence

Methods Iterations Samples
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Independent policy gradient ascent
( exact gradient )



Two pillars

■ Q-VALUE FUNCTION
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Vanilla policy gradient ascent

policy ascent direction: ∇πi(ai | s)V
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■ INDEPENDENT POLICY UPDATE
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(
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η
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projected policy gradient ascent

Leonardos, et al., ICLR, ’22
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Performance measure

■ NASH REGRET

Nash-Regret (T ) :=
1

T

T∑
t=1

max
i

(
max
π′
i

V
π′
i,π

(t)
−i

i (ρ) − V π(t)

i (ρ)

)
︸ ︷︷ ︸

Nash gap

OBJECTIVE: sublinear Nash regret, e.g., 1√
T

ϵ-Nash regret → ϵ-Nash policy

V π(t⋆)

i (ρ) ≥ V
π′
i,π

(t⋆)
−i

i (ρ) − ϵ, for any π′
i and i

t⋆ := argmin
1≤ t≤T
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V
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Nash regret bound

Theorem (informal)

⋆ Markov potential game

Nash-Regret (T ) ≃ d2p

√
AN

T

⋆ Markov cooperative game

Nash-Regret (T ) ≃
√
dc

√
AN

T

dp := min(d, S) dc := minρ
(
d := supπ ∥dπρ/ρ∥∞

)

sublinear Nash regret

no explicit S-dependence

⋆ dc ≤ dp ≤ d & dc, dp <∞ for well-explored ρ
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Nash regret analysis (MPG)

Step #1: Performance difference & One-step optimality
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Independent policy gradient ascent
( no exact gradient, function approximation case )



Simulation setting

a
(t)
1 s(t)

a
(t)
2 s(t)

a
(t)
N−1 s(t)

a
(t)
N s(t)

P( s(t+1) | s(t), a(t) )

Agents

a
(t)
1 ∼ π1(· | s(t))

a
(t)
2 ∼ π2(· | s(t))

...

a
(t)
N ∼ πN (· | s(t))

⋆ trajectory of random horizon {(s̄(h), ā(h), r̄(h))}H−1
h=0

ā(h) =
(
ā
(h)
1 , ā

(h)
2 , . . . , ā

(h)
N

)
r̄(h) =
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r̄
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2 , . . . , r̄

(h)
N

)

⋆ unbiased estimate of Q̄(t)
i (s, ai): R

(k)
i =

∑hi+h′
i−1

h=hi
r̄
(h)
i
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(h)
2 , . . . , ā
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Sample-based independent Q-ascent

averaged Q-estimate: Q̂
(t)
i

ξ-exploration: ∆ξ(Ai) = {(1− ξ)πi(· | s) + ξUnifAi}

■ INDEPENDENT POLICY UPDATE

π
(t+1)
i (· | s) ← P∆ξ(Ai)

(
π
(t)
i (· | s) + η Q̂

(t)
i (s, ·)

)
■ LINEAR AVERAGED Q

Q̄π
i (s, ai) = ⟨ϕi(s, ai), w

π
i ⟩

ith feature ϕi(s, ai)

bounded domain ∥wπ
i ∥ ≤W
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⋆ linear regression

ŵ
(t)
i ≈ argmin

∥wi∥ ≤ W

K∑
k=1

(
R

(k)
i − w⊤

i ϕi(s
(k)
i , a

(k)
i )

)2

■ INDEPENDENT POLICY UPDATE

π
(t+1)
i (· | s) ← P∆ξ(Ai)

(
π
(t)
i (· | s) + η ⟨ϕi(s, ·), ŵ(t)

i ⟩
)

sample-based projected Q-ascent
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Agnostic Nash regret bound

Theorem (informal)

⋆ Markov potential game

E [Nash-Regret (T ) ] ≃ d2
√

AN

T
+ 3

√
d2WANϵstat

⋆ Markov cooperative game

E [Nash-Regret (T ) ] ≃
√
d

√
AN

T
+ 3

√
d2WANϵstat

estimation error ϵstat

sublinear Nash regret ( up to an error )

no explicit S-dependence

ϵstat ≃ 1
K

for K SGD steps −→ TK ≃ 1
ϵ5

trajectory samples
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Game-agnostic independent learning
( convergence in more than one type of games )



Independent optimistic Q-ascent

π̄
(t+1)
i (· | s) ← P∆(Ai)

(
π̄
(t)
i (· | s) + α Q̄(t)

i (s, ·)
)

π
(t+1)
i (· | s) ← P∆(Ai)

(
π̄
(t+1)
i (· | s) + α Q̄(t)

i (s, ·)
)

for all s, i

smoothed critic Q̄(t)
i (s, ·)

Wei, et al., COLT, ’21

■ GAME-AGNOSTIC CONVERGENCE

Theorem (informal)

⋆ Two-player Markov cooperative/competitive games

Last-iterate convergence & Nash-Regret (T ) ≃⋆ 1

T 1/6
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Summary

■ INDEPENDENT Q-ASCENT

⋆ global convergence with no explicit S-dependence

⋆ global convergence in function approximation case

■ INDEPENDENT OPTIMISTIC Q-ASCENT

⋆ game-agnostic convergence

Ding, et al., ICML, ’22



Future directions

■ BEYOND MARKOV POTENTIAL GAMES

⋆ other potential games

⋆ game-agnostic convergence

■ CONSTRAINED MULTI-AGENT SYSTEMS

⋆ constrained Markov games



Thank you for your attention.


